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Introduction
The original design for the Cobuild project envisaged the first stages of
activity as being the building up, over a period of years, of a computerised
collection of text, and a comprehensive database. From the latter would be
drawn a dictionary in the first instance, but this would by no means be the
end of the project. The same resource could be used to create an extensive
family of publications.
That remains Cobuild policy, but there have been some adjustments over
the years. Once the procedures of compilation had been established, early
scheduling estimates for dictionary production showed that the database
would have to be oriented more specifically towards lexicography than the
blueprint had suggested. Also, the early findings of compilation indicated to
us that our views on language might have to change rather more radically
than we had assumed, and that we should therefore advance cautiously in
developing other titles. Finally, the sheer amount of work involved in the
production of the dictionary made it difficult for any rival interests to prosper.
It was, however, possible in one case. An important parallel project, the
design of a series of course-books entitled the Collins Cobuild English
Course, was mounted and carried through, which derived from the same text
corpus, but which had quite different aims. The preparation of research data
for the Course will be examined in detail in the present chapter. It will be, it is
hoped, the first of many such projects, demonstrating the adaptability of the
Cobuild approach and its relevance outside lexicography.
Starting
Point
Starting in 1981, the Cobuild lexicographic team carried out an extensive
study of the lexical items which featured in the draft headword list for the
Cobuild dictionary. It was intended that every aspect of the words which
appeared in the Corpus, certainly with any frequency, should be included in
the first-stage analysis, with the exception of the occasional instances which
were obviously idiolectal or otherwise aberrant. Lexicographers were also to
make a note of uses which in their opinion were current but which were not
found in the Corpus.
Their analysis was organised in a style similar to that of a dictionary entry;
that is, in a numbered series of categories and sub-categories of senses and
uses. Categories were ordered according to a set of principles which sometimes conflicted, and which had to be weighed against each other. The
objectives were, on the one hand, to give the chief categories due
prominence whilst, on the other hand, creating a logical flow through the
wording of the

entry as a whole. So for each headword entry lexicographers were
balancing
the following principles:
a centrality of sense and use
b degree of concreteness
c logical progression through entry.
The design of the database which resulted from these efforts is set out in
Chapter 2, and an account of the final policy for compiling is the subject of
Chapter 3.
New Focus of Study
For the first three years of the Cobuild project, our concerns were primarily
lexicographic. We wanted to produce an accurate description of the
language, which would also be illuminating and readable when presented on
the page. In 1983, however, we began to consider the further pedagogical
implications of our study, with the development of the Course particularly in
mind.
It was impossible to consider Cobuild in isolation. There were important
trends in the attitudes and perceptions of language teachers to take into
account, both those in the UK and abroad. At Birmingham, scholars had
been responsible, individually and collectively, for a large number of academic publications. The English Department was known for its research into
spoken and written discourse analysis, English for Special Purposes, computer-assisted language learning, and the intonation of spoken interaction.
The new course would have to have a clear stance with respect to a large
number of professional concerns. The priority suggested by these and by
our corpus-based studies was a focus on lexis.
Lexis has been a neglected area in applied linguistics, and particularly in
language-teaching, over many years (see Sinclair and Renouf, 1988, for a
more detailed discussion of the latter). One reason for this is the power of
tradition: language was represented by the authorities in these fields as a
series of syntactic structures, until more recently, when it came to be viewed
as a series of sociallymotivated utterances. It has never been presented as
a network of lexis and lexical relations. Another reason is almost certainly
that, until the advent of large corpora, there has been no practical way of
observing the behaviour of the lexis of the language.
There has also long been a need in language-teaching for a reliable set of
criteria for the selection of lexis for teaching purposes. Generations of
linguists have attempted to provide lists of 'useful' or 'important' words to this
end, but these have fallen short in one way or another, largely because
empirical evidence has not been sufficiently taken into account.
Probably the best attempt so far has been that made by Michael West
(1953) and his associates in the 1930s, in that they turned to a large corpus
of naturally-occurring text for their information, rather than relying on intuition
or informant-testing. They apparently searched manually through up to five
million words of text and categorised every instance of the 2,000 commonest
words. The analysis was published in a 'General Service List', which contained a ranked semantic breakdown for each word, and this resource has

been central to the planning of many course syllabuses and teaching
materials for decades since.
However, this attempt, too, falls short of present educational needs. It is,
inevitably, somewhat out of date. Language use has changed since the
thirties, as is shown in the 'Basic Word List' devised by Ogden (1932), which
considers 'linen' an essential term. More importantly, though, the 'Service
List' pays only partial attention to the independent identity of many word
forms, subsuming arms under arm, recording only the uses of the base form
give, as though that would automatically account for its associated forms,
and so on. This economy may have been due to the enormity of the task,
which would be understandable.
With the resources and expertise which were available to us at Cobuild,
we were ready, in 1984, to take on this challenge. An approach which
immediately suggested itself was to identify the words and uses of words
which were most central to the language by virtue of their high rate of
occurrence in our Corpus. Unlike West, we could seek help from the
computer, which would accelerate the search for relevant data on each word,
allow us to be selective or exhaustive in our investigation, and supplement
our human observations with a variety of automatically retrieved information.
We planned that the resultant analysis would, in the first instance, form the
basis for a lexical syllabus for the proposed new English Course for learners
of the language, to be written by Jane and Dave Willis-Collins Cobuild
English Course, (Willis and Willis, 1988). We would begin with 700 of the
commonest word forms of the language, which we estimated would be
sufficient as the teaching input to the first volume of the course.
The authors were already familiar with the main objectives and methods
of
the Cobuild project, and were available for the extensive planning sessions
that took place during 1984. They added their own priorities in choosing the
particular methodology, which was based on their personal research (Willis,
J.R. 1981 a) and b); Willis, J.D. 1983).
For most of the writing period, the authors were based in Singapore, so
the methods of communication became critical, and schedules were
sensitive to delay. The distance contributed positively to the explicitness of
the work produced in Birmingham.
The Word-List
We took as our provisional list the top 1,000 or so items from the Main
Corpus, having first eliminated all the punctuation marks, letters of the
alphabet, and other non-words which the computer offered as potential
candidates. We expected this list to shrink through the grouping of certain
word forms which would, as inflexions from a common stem, share
meanings and uses.
The first 500 of the word forms for the final list were chosen solely on the
basis of their corpus frequency. The composition of this top range becomes
more varied as it reaches the lower end, but the commonest word forms
comprise function words, the modal and other major verbal forms, such as
those relating to have, know, say, and think; and nouns, such as people,
man,

time, and way. Note, however, that it is not necessarily the base forms that
are the most frequent. The criterion of frequency also meant that not all
inflexions of a word qualified for inclusion in the initial list; so that pounds
and terms did, but not pound or term.
This list was to be supplemented by a further 150 or so fairly common
words, selected for their utility value in the writing of the Course materials.
These 'utility' words would serve to contextualise a very common word, or
contribute to the treatment of a certain topic, or bring some interest value.
They would also be teaching words, and receive analytical treatment.
The 'utility' words were identified as the Course materials developed. In
line with the Course design, the authors had the task of re-contextualising all
the aspects of word use that we were distilling from the original contexts in
the Corpus. Two approaches were taken. Firstly, a co-ordinated series of
interactive tasks were recorded on tape (as outlined in Chapter 1) which
would, it was hoped, provide an acceptable and comprehensive medium for
contextualising the high frequency lexis. To the same end, a range of written
texts were extracted from published materials, or composed by unwitting
subjects. These ventures both proved successful, and as each new
recorded extract or piece of writing was chosen for the Course material, it
contained a number of word forms which were added to a growing list of
'utility' items. Changes were made to the choice of texts and their
sequencing, and the 'utility' list was modified accordingly, with each new
item being monitored for frequency. Along the way, the list absorbed such
items as: available, borrow, enjoy, listen, normally, repeated, tend, and vary,
that are in themselves suggestive of the type of linguistic activity with which
they are associated in text.
In contrast to the utility words, there was a small residue of rarer, topic related words that also appeared in the Course, but were not designated
'teaching' words. They did not receive individual analysis, but their behaviour
in text was nevertheless often accounted for within the analyses of
commoner word forms in whose textual environment they occurred.
After some consideration, we decided to include certain lexical sets in the
word list, in spite of the fact that the majority of their elements rarely
occurred in the Corpus. These amounted to around 80 items. Of the closed
sets, we included:
- days of the week, of which SUNDAY was relatively frequent;
- months of the year, of which MAY and AUGUST were commonest; the seasons, dominated by SUMMER;
- fouramong
points ofthe
the compass,
of which
were we
common word forms.
From
range ofall open
sets,

chose:
- four 'times of the day', of which NIGHT and MORNING were frequent;
- eight of the commoner colour terms;
- cardinal numbers from ONE to TWEL YE, then TWENTY, HUNDRED and
MILLION;
- the first three ordinal numbers;
- eleven kinship terms;
- twelve terms relating to nationality, country and language.

Some of the above forms do actually appear in the Corpus, but often it is
because they have other meanings that boost their frequency rating. For
example, may is a month of the year, but has a much commoner role in text
as a modal verb. white is found in association with colour, but is more
frequently used in referring to skin colour and race.
Figures attached to the high-frequency, utility and lexical set components
of the word list are approximate, since the proportions changed during the
project, and because the categories are not mutually exclusive.
The

Research

Team
A research team, consisting of teachers of English as a foreign language
(EFL), R. Thompson, A. Hewings, S. Heap, C. Greaves and myself as coordinator, was set up in September 1984. It was felt important to use
teachers in carrying out the proposed analysis, since the selection and
ordering of the information for the Course authors had to be made with the
end-users, EFL teachers and their students, in mind.
The

Corpus

Data
There was a problem of logistics associated with the commonest words in
the Corpus, which was to do with the enormous amount of data available for
each of them. The number of times they occur in 7.3 million words is as
great as 309,497, in the case of the, which heads the list. Clearly one could
not hope to carry out a manual analysis on what would for many words
amount to hundreds or thousands of pages of concordance printout.
We therefore decided to work with sampled data for all words which
occurred more than about 750 times in the Corpus. For these commoner
forms, we were supplied with 500 concordance lines of context. Where such
partial information was used, it was supplemented by a statistical profile of
the word forms, or 'collocates', which commonly occur immediately to the
right of the word form in question, or 'node word', in the full 7.3 million-word
Corpus (see Sinclair, 1974, and Renouf, 1986, for further elaboration). This
information was soon also available for left-hand collocates. It served to
highlight the collocational and syntactic patterns which were typically associated with the node word, and sometimes gave some indication of the kind
of semantic range which could be expected when one looked at the concordances themselves. The collocational profile for the word open given in
Figure 1 is an example.
By way of explanation, this table shows us that the is the word form
occurring most frequently to the immediate left of open in the Corpus; and
that door occurs 19 times to its immediate right. Such information is of help
in deciding which aspects of use are central to a particular word form.
For word forms that had an influence over larger stretches of text, such as
sub-technical nouns like case and answer, or conjuncts such as anyway or
sure (enough), we were able to turn to our Sub-Corpus (see Chapter 1,
Appendix

- notes on commoner phrases, including phrasal verbs
- notes on usage restriction and other observations
- statistical information on the commoner immediate collocates.

Categorisation
Where appropriate, word forms were categorised in semantic terms. Judgements about meaning were made on the basis of collocational evidence in
the co-text. The entry for through is organised in this way:
-

8) for concordanced extracts of a couple of lines in length. These could be
consulted on-line or printed out.

Preparing

the

Data
Each word form on our initial list was regarded as a potentially separate
entity. The researcher first scrutinised the concordanced data to see which
forms, on the basis of usage, were actually similar enough for conflation, as
is the case with this and these; and all others were given separate
treatment. Several word forms which would traditionally be treated as
related variants of the same stem were split on these grounds, including
leave and left, person and people, use and used, and easy and easily.
Our approach can be demonstrated with reference to the last of these
pairs. Easy is typically used in the sense of 'not requiring a great deal of
effort', or 'simple to understand'; and typically in combination with to, as in:
/ the cake is easy to make / it is quite easy to forget to do it /.

Easily, on the other hand, is generally used to emphasise that something is
likely to happen, as in:
/she might easily decide to cancel the wedding /.
Content
of
The plan was to produce an analysis of the meanings and uses of each
Entry
word form, and also to discover the commonest of these, and record them in
orderconcordanced
of frequency. data was studied to identify the major categories of
The
meaning and use, and these were recorded in the entry, together with an
indication of their relative frequencies. In addition, the entry contained:
- a rough word class notation
- examples of the word form in typical textual
environments
- commoner collocates highlighted in upper case in the
examples

Even the few examples provided above will indicate to the reader just how
many shades of meaning are revealed in concordance data. Whilst for the
dictionary we were concerned to reflect precisely these subtleties, our task
here was to distil the facts into a summary which could readily be
converted into teaching matter. For this reason, close categories of
meaning had to be conflated to form more general ones, as is apparent
above. Even so, over 50 entries, after being conflated and trimmed,
contained five or more main categories of use, and many more had subcategories.
The principle of purely semantic categorisation was not always
maintained.
Particularly with the higher frequency items, it often seemed more appropriate to characterise the lexis in terms of its functions in the syntax and
discourse. This can be seen in a (much truncated) entry for the word form
if, which occurs 16,008 times in the Main Corpus (Figure 3).
Other common words invited categorisation on the basis of their
pragmatic
functions in written or spoken discourse. For instance, the word if, which is
partially described below, functions in a subsequent category as a marker
of
interpolatory comment. This can be seen in the following concordance
lines:
/Pilvin and Zapel, if I remember their names right / by their respective 'Great
Powers', if I can put it that way / it's a sort of custom, a hang-over custom, if YOU
LIKE, from the early days/

Style of Entry
The entry for anyway demonstrates this more fully:

Ordering
As explained earlier, the categories of use for each word form had to be
ranked in order of frequency of occurrence. The commonest were often not
the 'core' meanings, as is reflected in the following extract of the entry for
,

Since we were producing a working profile of each word form, for use solely
by the course book authors, we were not concerned with the niceties of
wording and presentation which were so important in the dictionary
database. So our entries often contained notes to the reader. Nor were we
constrained to minimise the length of our entries through considerations of
space, so it was possible to include a wealth of extracts from the Corpus by
way of exemplification.
The full entry for ANY is offered as an illustration of the editorial approach
which as been described so far in this paper:

/that would have been too cruel or /she had been visiting her mother in
Switzerland/

but it is less obvious that there are at least five marginally lexical or 'de lexical'
functions for have which are more common than the first fully lexical one, in
which it means 'to possess (something concrete)'. See some of the
range in the following:
/ I've got to go, if you don't mind 1 it's normal to have at least one evening off a
week 1 a little table for us to have our meals at 1 we have some very good
volunteers visiting her 1 we might have dinner together/

The last extract illustrates a delexical use which is central to many of the
major verbs, including get, give, have, put and take. The verb combines
phrasally with a noun, to create a meaning which could be paraphrased by a
fully lexical verb. In the above extract, have + dinner could be paraphrased
by dine. Often the noun in question is identical in form to the corresponding

The Findings
In the course of our analysis, we became aware of facts about the language
which had not been available to us intuitively. One of these was that words
traditionally thought to be lexical were less likely to be so the more frequent
they were in text.
In many cases, they tend to function as elements of structure, often in
combination with grammatical words. Have is a familiar enough example of
this, as in:

verb, as in : / the students had a fair respect for him /. The identity between
noun and verb must in part be an accident of the morphology of English, but
it is certainly one of which we make strategic use.
The tendency among these lexical words to combine with each other is
also demonstrated in the primary category of use for keep, in Figure 5. But
here, the verb can perhaps be said to retain somewhat more of its
independent meaning.
In the same way that common words which are apparently lexical are
found to be less so in proportion to their relative prominence in text, the
more frequent of the so-called grammatical words are found to be multifunctional. It has been shown earlier, for example, that if has a pragmatic
function, as a marker of interpolation.
The facts that emerged from the analysis were enlightening to us and the
Course authors, but they also held their terrors. We had some initial
difficulty
in reconciling them with our received notions of what was appropriate to
teach students in the first volume of a course, albeit one for false beginners,
and we were anxious about the likelihood of a similar reaction among
colleagues in language teaching who would not have had the same opportunity to see the facts demonstrated for themselves. The research team had
many discussions on this matter in the early stages.
We baulked at the inclusion of certain high-frequency items, such as set
(see Chapter 8), sense, and art. We also questioned the wisdom of
presenting learners first with the less concrete senses of words. Then there
were syntactic features of words which were common, but which we didn’t
think suitable for Book 1, such as asked as a eporting verb, as in ‘he asked
me where the bus

was', or 'he asked me to shut the door'. Again, in recording faithfully the
commoner collocational partners of a word, we were worried about licensing
use which could be regarded as 'too advanced' or 'too difficult' for
elementary learners. For example, have + you collocates with read, and
therefore offers the present perfect tense as available to near beginners.
The matter was finally resolved by a reaffirmation of the decision to
prepare an analysis according to the criterion of frequency. We had to grasp
the thorn, if we were to reach a new understanding of the true nature of
lexis.
In the re-contextualisation process, the authors found that it was, in fact,
possible to create appropriate teaching material. The subliminal facts, which
had seemed so devastating to us when they came to light, were exemplified
in abundance in the task-based recordings. Our concept of difficulty altered,
once we saw that the interplay between high-frequency items was the stuff
of language, and not just the colloquial variety. The course material was
graded for difficulty nevertheless, but it was through the complexity of the
linguistic task, rather than through some arbitrary restriction on the lexical
and syntactic content.
Conclusion
The millions of examples in the Cobuild Corpus are concrete evidence of the
language, and they are available for a wide range of applications in
language study, teaching and testing. The observations recorded in the
database amount to a detailed study of a large and central vocabulary, and
they are stored in an exceptionally flexible form.
The dictionary gives rise to a number of potential spin-offs, and the lexical
syllabus outlined in this chapter has a status in its own right. There is now a
large collection of ideas for future publications, and some of these will feed
back into the central store of information about English, and enhance the
permanent database. This chapter points towards the kind of development
that becomes possible with data of Cobuild character and dimensions.

References
Ogden, C. K. 1932. The Basic Dictionary, Kegan Paul.
Renonf, A. J. 1986. 'The Exploitation of a Computerised Corpus of English Text', in
M. Rivas (ed.) Actes du VlIIeme Colloque G.E.R.A.S., Universite de ParisDauphine.
Sinclair, J. M. and A. J. Renouf. 1988. 'A Lexical Syllabus for Language Learning',
in Vocabulary and Language Teaching, M. J. McCarthy and R. A. Carter (eds.).
Longman.
West, M. 1953. A General Service List of English Words. Longman.
Willis J. D. 1983. The Implications of Discourse Analysis for the Teaching of Oral
Communication, unpublished PhD Thesis, Dept. of English, University of
Birmingham.
Willis, J. R. 1981(a). Spoken Discourse in the ELT Classroom: A System of Analysis
and a Description, M.A. Thesis, Dept. of English, University of Birmingham.
Willis, J. R. 1981(b). 'Spoken Discourse in the EFL Classroom' in ELR Journal 2, ..J
Dept. of English, University of Birmingham.

